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Abstract

This study analyzes the extensive application of the fundamental theory of machine learning

as well as the adaptability of neural network subtypes and their motivation. Through investigat-

ing the biological underpinnings of the artificial neural network paradigm, this study provides

an assimilation of real and artificial neural network mechanics. Neural networks implemented

within the scope of this thesis will be examined by the objective problem it proposes to solve,

theory, methodology, performance, and how they tangibly demonstrate the application capacity

of neural networks. This study realizes several counter-arguments that surround the computa-

tional and ethical limitations of neural networks.

1 Introduction

The term “machine learning” is an evocative one; it personifies machines, mechanizes the human

intellect, and momentarily awakens the mythos of science fiction. It is for this reason that machine

learning begs to be demystified. The purpose of this study is to survey the application of neural

networks in both breadth of use and success therein. Because trivial problems must be excluded from

this evaluation, a metric of inference abstractness must be defined. This metric is not in relation

to how hard a given inference is for humans, but rather the success of traditional approaches in

artificial intelligence and inversely proportional for reasons that will become apparent later.

This paper observes very rich mathematical notation in order to provide an alternate expression

of the concepts which are always paired with an explanation in the adjacent text.
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2 Discussion

2.1 Cognitive Inversion

A important consideration in this study is a phenomenon known as ‘cognitive inversion.’1 It is an

observed disconnect between computers and humans. Simply put, ‘humans can do some things that a

computer cannot,’ and inversely, ‘computers can do some things that a human cannot.’ An example

of the former case comes from a small area in the visual cortex called the fusiform face process2. It is

responsible for processing faces (as the name implies) and it achieves this with astounding accuracy

and speed. Yet, when tasked with explaining this process, an individual will provide a hypothesis

contrived from a weak understanding of what is a ostensibly an abstract process that simply cannot

be described in concrete terms. Therein lies the problem. With traditional approaches in artificial

intelligence, the concrete terms are required in order to program a computer to solve a problem.

2.2 Machine Learning Justification

In the traditional approach to problems in computer science, the operator must make obser-

vations, recognize patterns, and form generalizations to ultimately devise an algorithm to yield a

solution. The computer, in this sense, is simply a worker that carries out the operator’s commands

derived from the algorithm in order to arrive at the solution at a greater speed than the opera-

tor. Machine learning, however, takes a different approach entirely. Permutations of a problem

paired with their solutions are given to the computer, and the tasks of pattern recognition and

generalization are offloaded to the computer.

1Lecture 25: The Cognitive Inversion. Lecture presented at The University of Knoxville, Tennessee.
2Kanwisher, N. (1998, May). The effect of face inversion on the human fusiform face area
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2.3 Basic Neurobiology

The first focus of this study was on the structure and function of a simple sub-unit of an artificial

neural network called a node or artificial neuron, as it is modeled after a biological neuron. To aid

in the understanding of a node, some basic neurobiology is needed. The following description of

the distinct anatomy of a neuron draws heavily from Gurney’s book, An Introduction to Neural

Networks, in which he begins the discussion of artificial neural networks with an introduction to

neurobiology. A neuron is a specialized cell with a distinct anatomy. It has a cell body, a soma,

that is surrounded by numerous branches called dendrites. The dendrites receive information in

the form of an electrochemical impulse, and propagate the signal to the soma. Long fibers, known

as axons, transport the signal along their length, which is then communicated to the dendrites

of another neuron via the axon terminal. The axon has the ability to modulate how efficiently

it communicates these signals. The soma of a neuron performs two main functions. The signal

convergence of the dendrites at the cell body serves as a summation of all the connected parent

neurons. The action potential in a neuron is fundamentally an electrical impulse that is propagated

once its net synaptic voltage reaches a threshold. The axon hillock, located at the intersection

of the cell body and the axon, provides the cell’s action potential.3 An artificial neuron loosely

resembles the structure and function of a real neuron. The signal within a real neuron is a physical

electrochemical impulse, whereas a signal in an artificial neuron is represented by a scalar value. An

artificial neuron has a set of inputs x that compose the structure and function of the dendrites by

providing a one-way connection between two nodes. The signal convergence of the dendrites at the

cell is recreated in a node by the numerical summation Σ of the signals. In place of the axon hillock,

the artificial neuron has an activation function f that simulates an action potential. In modeling this

mathematically, there are various functions that can be used.(See appendix B ) When a biological

3Gurney, Kevin. An Introduction to Neural Networks. CRC Press, 2003.
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node receives sufficient stimulation, it produces an electrochemical impulse which is simulated by

the aforementioned scalar value.

Figure 1: Artificial Neuron

2.4 Multilayer Perceptron

A single node has little capacity for signal processing. With a single set of inputs and weights,

a node acts as a selective threshold incapable of solving more complex problems. To simplify to a

logical operation, a single node is essentially an ‘if’ statement ie. if the threshold is reached, produce

an action potential.

Figure 2: Multilayer Perceptron

When multiple nodes work in conjunction, an artificial neural network is born. Notice that the

network in divided into layers for ease of notation and computation.
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In a feed-forward neural network, the inputs of the network always propagate to a node in the

subsequent layer (often called a child node and conversely a parent node) , and never to a node in

a previous layer. Michael Nielsen introduces the formal notation to describe this process:

alj = σ

(∑
k

wljka
l−1
k + blj

)
, (1)

where the activation a of the jth node in the lth layer is equal to the activation function σ of the

sum across the number of nodes k, of the weight w in lth layer between node j and node k times

the activation in the kth node the previous layer (l− 1) plus the bias term b at the jth node of layer

l. At the input layer, the activation of the previous layer is non-existent and therefore becomes the

ith node of the input x. The forward pass is further expressed in a compact vectorized form:

al = σ
(
wlal−1 + bl.

)
(2)

expanded,



al1

al2

...

alj


= σ





wl11 wl12 . . . wl1k

wl21 wl22 . . . wl2k

...
...

. . .
...

wlj1 wlj2 . . . wljk





al−1
1

al−1
2

...

al−1
k


+



bl1

bl2

...

blj





= σ





wl11a
l−1
1 + wl12a

l−1
2 + · · ·+ wl1ka

l−1
k + bl1

wl21a
l−1
1 + wl22a

l−1
2 + · · ·+ wl2ka

l−1
k + bl2

...

wlj1a
l−1
1 + wlj2a

l−1
2 + · · ·+ wljka

l−1
k + blj





(3)
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3 Gradient Descent

In training a neural network, a process called gradient descent is used to minimize the gross error

in a network by adjusting the weights and biases. Gradient descent describes some function j to be

minimized such that J (θ0) ≤ for all θ . First, θ is initialized with a random value. The derivative

or gradient of J at θ is found, and θ is negatively shifted by the additive inverse of α∆J
∆θ .

Algorithm 1 Gradient Descent

while α ‖∇J‖ > ε do

θ ← θ − α∇θJ(θ)

where ε is a threshold that ends the process once the I1 norm of the gradient of J is sufficiently small

and no longer satisfies the statement α ‖∇J‖ > ε. The I1 norm of the gradient of J equal to the sum

of the absolute value of its components. Intuitively, this statement assumes that the minimum has

been approximated if the gradient is less than . The unit is a coefficient of the gradient of J with

respect to . This value is considered the learning rate and it affects how much is shifted such that

it reaches the minimum in a reasonable number of iterations yet does not make any dramatic shift

preventing it from reaching the minimum indefinitely.

When extended to a neural network, gradient descent can be used to minimize the error, often

referred to as cost or loss, for a given training pair. The method of calculating the cost varies,

but commonly form a comparison between the output of the neural net ŷ, and the corresponding

target y. These values can be represented by vectors; For example, an neural network trained on

handwritten digits might represent the target and actual answers as a vector of length 10 with

each parameter corresponding to a digit classification: 〈a0, a1, a2, a3, a4, a5, a6, a7, a8, a9〉. Gurney

explores the possible failures of a ‘bad’ cost function. First, he describes the fault in simply equating

the error E to the difference between the output of the neural network and the target, (y− ŷ).With

this definition, “The error is then smaller for the combination y = 0, ŷ = 1, than it is for y = 1,
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ŷ = 0, whereas both are as ‘wrong’ as each other.” He corrects this by simply squaring the difference

for a new definition of C = (y − ŷ)2. There is however another problem with this definition of

error. “In applying gradient descent, it is assumed that the function to be in a smooth, continuous

fashion,” explains Gurney. In the case of a discontinuous activation function, the value ŷ must be

substituted for the continuous activation a from the layer. Nielsen defines the error,

C =
1

2

∑
j

(yj − aLj )2. (4)

where, yj is the jth value of the target t, and aLj is the activation of node j, the weighted sum of

inputs. In the application of gradient descent in training a neural network, the cost function must

be differentiated with respect to a given weight w, and bias term b in order to compute the gradient.

Instead of computing the Jacobian matrix individually for both the weights and the bias terms, the

cost function is differentiated with respect to a weighted activation zL in the output layer,

δL =
∂C

∂zL
= (aL − y)� σ′(zL), (5)

where the error is the Hadamard product (see appendix A) of the difference between the activation

vector aL and the target vector, and the derivative of the activation function at the weighted output

vector zl. The term δ must be calculated for the layers by backpropagating the error. Nielsen

provides a recursive definition for the error of some layer l,

δl = ((wl+1)T δl+1)� σ′(zL). (6)

Notice, for some error in layer l, the error in the (l + 1)th layer must be calculated. “We can think

intuitively of this as moving the error backward through the network, giving us some sort of measure

of the error at the output of the lth layer.” This process repeats until it reaches the input layer, for

which the activation is substituted with the inputs. When observing this in its expanded form,
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

wl+1
11 wl+1

21 . . . wl+1
j1

wl+1
12 wl+1

22 . . . wl+1
j2

...
...

. . .
...

wl+1
1k wl+1

2k . . . wl+1
kj





δl+1
1

δl+1
2

...

δl+1
k


=



∑J
1 w

l+1
j1 δl+1

j∑J
1 w

l+1
j2 δl+1

j

...∑J
1 w

l+1
jK δl+1

J


(7)

When computing the derivative of the cost function with respect to a weight, the backpropagating

error of the following layer is multiplied by the transpose of the activation vector of the preceding

layer,

∂C

∂wl
= δl(al−1)T . (8)

4 Neural Network Architectures

In previous sections, the nebulous term, ‘data,’ has been used to describe the input of a neural

network. Of course any electronic data format can be used as the input for a network as it can always

be represented in binary, but performance would be markedly diminished if the data was abstractly

represented. Specialized neural architecture can be used in these cases to extend the application of

neural networks.

4.1 Convolutional Neural Networks

A specialized neural network called a convolutional neural network can be used to make inter-

pretations of visual input. Convolutional neural networks are used as opposed to the generic neural

networks for reasons of time complexity as well as the innate spatial property of each pixel value.

For example 10 by 10 pixel image would be lineated into a 1 by 100 pixel image. While data is

not necessarily lost in this process if the original dimensions are known, the geometric properties
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are lost in the topology of the network, and the image becomes flattened. A convolutional neural

net solves both of these problems with the use of a convolution matrix in place of a weight as in

traditional neural network architecture. This architecture exploits the property of spatial local-

correlations in the image by enforcing connectivity with adjacent neurons. 4 A convolution of an

imagef ∈Mmn(<)with the convolution matrix h ∈Mij(<), denoted f ∗ h[x, y], is defined as:

fnew ←
∑
k

∑
l

f(x+ k, y + l)h(i− k, j − l)∀x, y. (9)

Notice that the dimensions of the resulting image (now called a feature map) are decreased to

(m,n)−(i, j)+(1, 1). In some cases, a cross-correlation, denoted f⊗g, is used instead of convolution.

This process does not flip the convolution matrix and is therefore entirely interchangeable with a

convolution. A convolutional neural network maintains the property of a feed-forward neural network

to always propagate to the child node, and never to a node in a previous layer. The forward-pass

therefore can be described by a similar equation5:

alij = σ
((
wlal−1

)
+ bl

)
= σ

(m−1∑
a=0

n−1∑
b=0

wlaba
l−1
(i−a)(j−b)

)
ij

+ bl

 (10)

where alij , a convolved image at position ij,is the sigmoid function σ for non-linearity of wl, the

square convolution matrix of size m corresponding to the lth layer convoluted with al−1,the feature

map in the layer.

The convolutional neural network is trained according to the same principle as a generic neural

network. The process of gradient descent can be used once its loss function is adapted in order to

reflect the accuracy of convolutional neural network output with spatial localization6. For example,

if the objective of the network is to classify an image, the final layer y might be defined by the

4Zeiler, M. (n.d.). Stochastic Pooling for Regularization of Deep Convolutional
5Neural Networks. Retrieved from https://arxiv.org/pdf/1301.3557.pdf
6Pinheiro, P. (n.d.). Recurrent Convolutional Neural Networks for Scene Labeling.
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softmax function,

yj =
ex

Twj∑
k e

xTwk
(11)

where xT is the transpose of the previous layer which is multiplied by the weight matrix w for the

jth node. A note on dimensionality: both x and wj are 1 by N matrices. Therefore the matrix

multiplication of xt and wj results in a scalar value representing the default activation of the output

layer while excluding the bias term and activation function. The softmax function is used for this

purpose because it normalizes the output layer such that it can represent a probability distribution

across discrete, mutually exclusive classifications7. Alternatively, the loss of a convolutional neural

network used for regression could be found with the mean squared error function which produces a

scalar value E that represents the average variation across all output nodes:

E =
1

n

N∑
i=0

(yi − ti)2. (12)

The term ti is the target value for the corresponding output yi, and N represents the total number

of nodes in the output layer.

5 Methods

This thesis has inspired several projects that demonstrate its pertaining concepts and more

tangibly illustrate the application of neural networks. The mussel identification project implemented

the process of transfer learning of a convolutional neural network in order to solve a real problem.

The ongoing pebble count project showed how a convolutional neural net can be used for regression

in quantifying abstract hydrological characteristics.

7Gimpel, K., Smith, N. (n.d.). Softmax-Margin CRFs: Training Log-Linear Models with Cost Functions. Re-

trieved from School of Computer Science Carnegie Mellon University.
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5.1 Mussel Identification Project

Virginia is home to the endangered James River Spinymussel (Pleurobema collina), as well as

the not endangered Vico and Stun mussels8. The project aims to ease the identification of each

Figure 3: (From left to right) James River Spinymussel, Vico, Stun

mussel species by providing accurate classifications from an image. As a method of documentation,

the Environmental Studies and Research Seminar9 has accumulated approximately 120 photographs

of pre-identified mussels. While this is a large dataset given its obscurity, it is not large enough to

train a generic convolutional neural network to provide accurate classifications. This fault occurs

because the traditional model performs well only under the assumption that the training set and test

data are drawn from the same feature space (the dimensionality of the output vector) and the same

distribution. To overcome this barrier, transfer learning was used to augment training accuracy. A

transfer learning model utilizes an existing pre-trained network for elementary feature abstraction

and appends additional synapses to adapt the network to a custom classification, in this case, the

species of a mussel. The model showed 96 percent accuracy in the validation set (a portion of the

dataset excluded from training). Furthermore, it was 74 percent accurate in identifying the species

of dead mussels with various mitigating factors such as shell degradation and lighting variance. The

model was almost entirely unsuccessful in determining the sex of the mussels until the species were

separated and retrained individually to yield an average accuracy across all species of 82 percent.

8James River Spinymussel. (n.d.). Retrieved from U.S. Fish and Wildlife Service
9Conducted at St. Anne’s Belfield School by Pearce Johnson
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This phenomenon most likely suggests that one or more mussel species have different or nonexistent

visual indications of sex.

5.2 Pebble Count Project

In environmental research, the composition of the riverbed and surrounding banks are critical

factors in determining the health of a river. The most effective method to quantify riverbed com-

position is to calculate a pebble count, procedure that involves partitioning a square meter of the

riverbed, visually estimating the size of each pebble, and calculating the pebble count index based

on the distribution of their sizes10. This process is laborious and imprecise. The purpose of this

project is to produce a neural network that is able to provide an accurate pebble count index from

a 2D RGB image with foreseeable variance in light, water turbidity, flow rate, and other obstructive

factors.

6 Limits of a Neural Network

6.1 Computation Limit

Interestingly, a neural network has no theoretical limit. This means that given enough time,

energy, and neurons, a neural network could approximate any function11. In practice, however, a

neural network is bound by the laws of computing. Given generic neural network consisting of L

total layers with xl neurons per layer, the time complexity of computing the activation for all layers

is approximately:

O

(
L∏
l=0

xl

)
(13)

10Pebble count methods. (n.d.). Retrieved from West Virginia Department of Environmental Protection website.
11Gurney, Kevin. An Introduction to Neural Networks. CRC Press, 2003.
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(This assumes the activation functions to be of constant time). Note that this time complexity

is relatively efficient and constant across all possible inputs.

6.2 Ethical Limit

The widespread use of machine learning has prompted a slew of ethical questions. Fabio Ciucci

theorizes, “DL (deep learning) models trained from user-generated data like social media and news

(rather than ground truth data like medical or financial records), always contain evil biases implicitly.

As told before, DL can read a lot of texts and data, and mimic its contents, but will not critically

understand it. DL will just believe what’s spotted more often, underline patterns and trends found

in data, and so: amplify the human society biases and problems.” Ciucci theory was realized in

the case of the conversational AI, Tay, that began to post inflammatory comments hours after its

launch. Unfortunately, this is an inescapable hazard of machine learning.

7 Conclusion

Neural Networks can be used to recognize subtle patterns, and form generalizations that can

give computers the ability to make abstract inferences across many different types of data. This

biologically-inspired paradigm achieves this through a process that adjusts internal logic by learning

from permutations of a problem paired with their solutions.
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Appendix A Hadamard Product

The hadamard product multiplies two matrices elementwise.

A�B =



A11B11 A12B12 . . . A1nB1n

A21B21 A22B22 . . . A2nB2n

...
...

. . .
...

An1Bn1 An2Bn2 . . . A1nBnn


(14)

Appendix B Activation Functions and their derivatives

Common Name Function Derivative

Sigmoid f(x) = 1
1+e−x f ′(x) = f(x)(1− f(x))

TanH f(x) = 2
1+e−2x − 1 f ′(x) = 1− f(x)2

Binary Step f(x) =


0, x < 0

1, x ≥ 0

f ′(x) =


0, x 6= 0

undefined, x = 0

Rectified Linear Units f(x) =


0, x < 0

x, x ≥ 0

f(x) =


0, x < 0

1, x ≥ 0
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